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Abstract

As the high demand for storage continues to accelerate for enterprises in recent years, 
Lenovo® and Microsoft have teamed up to craft a software-defined storage solution 
leveraging the advanced feature set of Windows Server 2019 and the unique characteristics 
of the Lenovo ThinkSystem™ SE350 Edge Server. In addition, we have created the Lenovo 
ThinkAgile™ MX1021 on SE350 solution that contains only server components that have 
been certified under the Microsoft Azure Stack HCI Program to run Microsoft Storage Spaces 
Direct (S2D) properly.

This deployment guide provides insight to the setup of ThinkAgile MX1021 on SE350 for 
Azure Stack HCI solutions. It guides the reader through a set of well-proven procedures 
leading to readiness of this solution for production use. In addition to providing the steps 
required to use one of the Wired Network Modules available for the SE350, we discuss the 
unique capabilities available using the Wireless Network Module. Using the Wireless Network 
Module allows for deployment of a two-node Azure Stack HCI cluster without any high-speed 
switches, as well as the ability to use an available WiFi network for north-south corporate 
traffic into and out of the cluster. Using this approach, the ThinkAgile MX1021 solution can be 
implemented at the edge, wherever a corporate WiFi network is available.

In this document we focus on deployment of a two-node direct-connected Azure Stack HCI 
cluster. For three and four node clusters using the SE350 connected via one or more 
switches, refer to our more general S2D deployment guide, which can be found at the 
following URL:

https://lenovopress.com/lp0064

At Lenovo Press, we bring together experts to produce technical publications around topics of 
importance to you, providing information and best practices for using Lenovo products and 
solutions to solve IT challenges.

See a list of our most recent publications at the Lenovo Press web site:

http://lenovopress.com 
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Introduction

The Lenovo ThinkAgile MX1021 on SE350 provides an easy way to configure and order the 
Lenovo ThinkSystem SE350 edge server for use in a Microsoft Azure Stack HCI (S2D) 
cluster. The ThinkSystem SE350 is a purpose-built server that is half the width and 
significantly shorter than a traditional rack server, making it ideal for deployment in tight 
spaces. It can be mounted on a wall, stacked on a shelf or mounted in a rack.

The ThinkSystem SE350 puts increased processing power, storage and network closer to 
where data is generated, allowing actions resulting from the analysis of that data to take place 
more quickly. This makes it ideal for use at the edge, such as in remote office or branch office 
locations, as well as in geographically disbursed retail locations and similar environments 
where distributed high-capacity compute and storage processing can provide a competitive 
advantage.

The SE350 edge server offers unique capabilities not found in a typical rack server. For this 
reason, this document focuses on the detailed steps for deploying a two-node 
direct-connected Azure Stack HCI solution using ThinkAgile MX1021 on SE350 Certified 
Nodes at the edge. We discuss many of the unique characteristics of the SE350 and how they 
impact deployment choices and steps.

In addition to providing the steps required to use one of the Wired Network Modules available 
for the SE350, we discuss the unique capabilities available using the Wireless Network 
Module. Using the Wireless Network Module allows for deployment of a two-node Azure 
Stack HCI cluster without any high-speed switches, as well as the ability to use an available 
WiFi network for north-south corporate traffic into and out of the cluster. Using this approach, 
the ThinkAgile MX1021 solution can be implemented at the edge, wherever a corporate WiFi 
network is available.

Our Lenovo Press companion document, Microsoft Storage Spaces Direct (S2D) Deployment 
Guide, covers several deployment scenaios, as well as background discussions of the 
Microsoft Azure Stack HCI Certification Program. For this information, you can find the 
document at the following URL:

https://lenovopress.com/lp0064 

To see example configurations of Azure Stack HCI using the SE350 or for information 
regarding other ThinkAgile MX Certified Nodes, refer to Lenovo Certified Configurations for 
Microsoft Azure Stack HCI (S2D) at the following URL:

https://lenovopress.com/lp0866 

ThinkAgile MX1021 on SE350

The Lenovo ThinkAgile MX1021 on SE350 Certified Node is simply a ThinkSystem SE350 
edge server that is configured using options that have specifically been certified under the 
Microsoft Azure Stack HCI Certification Program for Windows Server 2019. As with all 
ThinkAgile MX Certified Nodes, ordering the ThinkAgile MX1021 ensures that the SE350 is 
configured using only certified options.

The SE350 does not offer certain capabilities that are generally required for nodes in a 4-16 
node Azure Stack HCI cluster. For this reason, the SE350 has been certified for use in Azure 
Stack HCI clusters containing 2-4 nodes. Given its intended role at the edge, the SE350 
proves to be more than capable in these smaller clusters where space and environmental 
© Copyright Lenovo 2021. All rights reserved. 3
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concerns top the list of requirements. In fact, the ThinkAgile MX1021 solution has attained the 
“Branch office and edge” Azure Stack HCI badge from Microsoft for its unique fit for use in this 
role.

Regarding network connectivity, whereas a 2-node cluster can be configured without 
high-speed switches to carry storage traffic (i.e. direct-connected deployment), clusters 
containing 3 or 4 SE350 nodes must use a switch between the nodes. This is because there 
are not enough 10GbE ports available on the SE350 to make “full mesh dual-link” 
connections possible between more than two nodes. Figure 1 shows diagrams of various 
network connectivity models between cluster nodes. Microsoft does not support bridged 
connectivity between cluster nodes and does not recommend single-link connectivity. Since 
there are only two 10GbE physical network ports available on the SE350, the only way to 
provide multiple network connections to each node in a 3 or 4-node cluster is by using a 
network switch between the nodes.

Figure 1   Various node-to-node network connectivity models

The SE350 provides certain capabilities that are not found in general purpose rack servers, 
which make it ideal for use at the edge. Some examples include its small size, mounting 
options, physical security features, and optional integrated WiFi capabilities.

Mounting options

The ThinkSystem SE350 edge server packs true server-class capabilities into a form factor 
that is ideal for deployment at the edge. The server is half the width and significantly shorter 
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than a traditional rack server and can be mounted on a wall or ceiling, stacked on a shelf, or 
mounted in a rack.

Mounting components
Several mounting components are available for the SE350, which are used for different server 
mounting options:

Node Sleeve The SE350 Node Sleeve is used for several mounting options and, 
used with the Locking Bezel, provides additional physical security for 
the server. Node Sleeves are clipped together and then secured using 
thumbscrews. The servers are then slid into the Node Sleeves and 
secured with additional thumbscrews.

Locking Bezel The Locking Bezel mounts on the front of the Node Sleeve to help 
prevent physical access to the front components of the server. The 
bezel includes a lock-and-key mechanism for security. The bezel also 
includes two brackets that are used to hold the optional dust filters. 
The brackets and filters cover the PCIe slot area and the network area 
to reduce the dust that can enter the server through the front air holes. 
Use of the Locking Bezel requires a Node Sleeve.

Bookshelf Stand Kit The Bookshelf Stand Kit, used with Node Sleeves and (optionally) 
Locking Bezels, allows up to three servers to be mounted vertically 
and placed like books on a shelf, desk or other flat surface. The 
servers are angled up at the front for easy access.

DIN Rail Kit The DIN Rail Kit contains two brackets that are used to mount a Node 
Sleeve to a DIN rail (not included in kit).

AC Adapter Bracket The AC Adapter Bracket houses the two AC adapters for the SE350 
server. When mounting on a DIN rail, the AC Adapter Bracket and 
Node Sleeve can be mounted side by side, or they can be mounted 
one on top of the other, where the AC Adapter Bracket attaches to the 
DIN rail, and the Node Sleeve mounts to the AC Adapter Bracket

Rubber Feet Four self-adhesive Rubber Feet can be attached to the bottom of the 
SE350 to place the node horizontally on a flat surface. These Rubber 
Feet can also be attached to the bottom Node Sleeve when Node 
Sleeves are used for the stacked mount option described below.

Desktop mounting
The desktop mounting option has the server oriented horizontally with self-adhesive Rubber 
Feet affixed to its underside, as shown in Figure 2 on page 6. The server is simply placed 
horizontally on a flat surface such as a desktop or shelf, much like a laptop or desktop 
computer.
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Figure 2   ThinkSystem SE350 with rubber feet for desktop mounting

Stacked mounting
Up to three SE350 servers can be installed into a Node Sleeve and then stacked horizontally, 
as shown in Figure 3. The node sleeves are secured together using thumbscrews. The 
bottom node sleeve has rubber feet mounted to its underside. For ThinkAgile MX1021 
Certified Nodes, this mounting option is perfect for a two-node cluster when horizontal 
mounting is desired.

Figure 3   ThinkSystem SE350 stacked mounting option using node sleeves and locking bezels

Bookshelf mounting
Up to three SE350 servers can be installed into a Node Sleeve and then secured vertically 
between the left and right brackets of the Bookshelf Stand Kit, as shown in Figure 4 on 
page 7. The node sleeves are secured together using thumbscrews. For ThinkAgile MX1021 
Certified Nodes, this mounting option is perfect for a two-node cluster when vertical mounting 
is desired.

Note: Although up to three nodes can be stack-mounted, direct-connected clusters built 
using the SE350 can only contain two nodes.

Rubber Feet 
(underside of server)

SE350 servers
(each in Node Sleeve)

Locking Bezel

Rubber Feet 
(underside of bottom Node Sleeve)
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Figure 4   ThinkSystem SE350 bookshelf mounting option with node sleeves and locking bezels

Wall or ceiling mounting
The SE350 can be mounted on a wall or ceiling, using the node sleeve. When wall mounted, 
the node sleeve can be mounted directly to the wall or onto a DIN rail using the DIN Rail Kit, 
as shown in Figure 5 on page 8. The server is then installed into the sleeve. The AC Adapter 
Bracket provides a mounting option for the two AC adapters required for each server.

When mounting on a DIN rail, the AC Adapter Bracket and Node Sleeve can be mounted side 
by side, or they can be mounted one on top of the other, where the AC Adapter Bracket 
attaches to the DIN rail, and the Node Sleeve mounts to the AC Adapter Bracket.

Note: Although up to three nodes can be bookshelf-mounted, direct-connected clusters 
built using the SE350 can only contain two nodes.

Left and right brackets in 
Bookshelf Stand Kit

SE350s each in Node Sleeve

Locking Bezel
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Figure 5   ThinkSystem SE350 wall/ceiling/DIN rail mounting option (requires AC adapter bracket)

Rack mounting
Two racking mounting options are available for ThinkAgile MX1021 Certified Nodes. The 
ThinkAgile MX1021 “E1” Enclosure is a 1U rack enclosure in which two nodes and their four 
companion AC adapter power supplies can be mounted, as shown in Figure 6 on page 9. An 
optional 1U Cable Management Arm is also available for this enclosure.

Note: The E1 enclosure cannot be used for SE350 servers that include the Wireless 
Network Module, since there is insufficient physical space for the wireless antennae.

Brackets in DIN Rail Kit

Customer- supplied DIN rail

AC Adapter Bracket

AC Adapters
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Figure 6   ThinkAgile MX1021 E1 Enclosure with two SE350 servers installed

Two SE350 servers and their four companion AC adapter power supplies can also be 
mounted in a short-depth rack or a 2-post rack. In such a configuration, the servers occupy 
2U of rack space, the two servers in 1U and the AC adapters mounted in the 1U space above. 
Figure 7 shows the components mounted in the ThinkAgile MX1021 “E2” Enclosure.

Figure 7   ThinkAgile MX1021 E2 Enclosure with two SE350 servers installed

Note: The E2 enclosure cannot be used for SE350 servers that include the Wireless 
Network Module, since there is insufficient physical space for the wireless antennae

E1 Enclosure
(Holds two SE350 servers)

1U Cable Management Arm

AC Adapter Support Bracket
(holds four AC adapters)

Two SE350 servers

Two AC adapters for each server

E2 Enclosure
(Holds two SE350 servers)

AC Adapter Support Bracket
(holds four AC adapters)
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Physical security features

Since the ThinkSystem SE350 edge server is typically deployed outside of secure data 
centers, it includes technology that encrypts the data stored on the device if it is tampered 
with, only enabling authorized users to access it.

It is critically important to backup the AK (Authentication Key) that is used to encrypt SED 
drives in the SE350 before placing any data on the drives. Use the process documented at 
the following URL to backup the SED AK:

https://thinksystem.lenovofiles.com/help/index.jsp?topic=%2FSE350%2Fback_up_sed_ke
y.html&cp=2_0_7_2

Other physical security features include:

Intrusion detection The server has an intrusion switch that rests against the server cover. 
In the event that the cover is removed, the event is recorded and 
actions can be taken to secure the server. The intrusion switch is 
standard.

Motion detection The server has an onboard G-sensor accelerometer (disabled by 
default) that will generate an event if the server is moved. As part of 
the setup process in XCC, you specify the orientation of the server - 
desktop, ceiling, wall mount, angled in the bookshelf mount. You can 
also specify the sensitivity of the motion detection. The motion 
detection feature is standard.

Support for a Kensington lock and cable
The server has a slot on the side of the server which a 
customer-supplied Kensington lock and cable can be attached to, in 
order to help prevent theft of the server.

Intrusion arm/disarm The Kensington cable slot can also double as an electronic switch to 
disarm the intrusion switch detection, so that authorized servicing of 
the hardware can be performed without triggering the security 
actions. Available as the Tamper Detection Kit, CTO only. The kit 
includes a Kensington lock (without cable) that is attached to the 
outside of the server. This intrusion arm/disarm feature is not 
supported with the 1U or 2U rack enclosure mounting options, due to 
physical restrictions with the Kensington lock.

Front bezel with lock Optional component that mounts on the front of the server that 
restricts access to networking connectors on the front of the server. 
See Mounting components for more information.

In addition to the physical security features listed above, the SE350 includes the following 
electronic security features:

Automatic actions on tamper detection
In the event of an intrusion or movement, the server can be 
configured in XCC to perform actions, including server shutdown and 
disabling remote access to the XCC from the network ports.

Important: The SE350 will leverage the encryption capabilities of any present SED drives 
and encrypt them with a random key that is stored only in the system board. If a backup is 
never made and this system board is replaced, there is no way to extract the AK from the 
failed board and data will be lost.
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Self-encrypting (SED) M.2 drives
These drives ensure that data is secured, even when the drives are 
powered off.

Integrated password protection
Administrator password and power-on password stored in UEFI 
ensure that the server will not boot unless the password is entered 
correctly.

Onboard Trusted Platform Module (TPM)
Supports TPM 2.0 and enables advanced cryptographic functionality 
in the operating system and applications. For users in China, the 
server has an internal TCM port that supports a Nationz TPM 2.0 
module.

Support for Secure Boot
Ensures that only a digitally-signed operating system can be used.

Solution configuration

The ThinkAgile MX1021 on SE350 Certified Node has a relatively short list of configuration 
options, compared to general purpose rack servers. This section describes the options 
available that have been certified for use in an Azure Stack HCI cluster.

For details regarding these options, refer to the Lenovo ThinkSystem SE350 Edge Server 
Product Guide at the following URL:

https://lenovopress.com/lp1168.pdf 

Keep in mind that not all options shown in the Product Guide are available for ThinkAgile 
MX1021 on SE350 Certified Nodes, since only those options that have been certified for use 
in Azure Stack HCI solutions are supported.

CPU/memory options
The SE350 supports processors in the Intel Xeon D-2100 family of processors. The server 
supports one processor, which is soldered to the system board. The number of cores 
available in the processors certified for Azure Stack HCI range from 8 to 16 cores (4 core 
processors are not supported).

The SE350 uses processors with 4 memory channels and supports 1 DIMM per channel, for 
a total of 4 DIMMs. The server supports 16GB, 32GB, and 64GB LRDIMMs, for a total 
memory range from 64GB to 256GB.

Storage options
The SE350 has one PCIe x32 riser slot that accepts a riser that supplies both M.2 data drive 
adapter and a PCIe slot. The two halves of the riser, referred to as "wings", support an M.2 or 
PCIe adapter depending on the riser selected. Currently, the only riser certified for Azure 
Stack HCI is the ThinkSystem SE350 M.2 Riser Cage Assembly, which provides an M.2 4-bay 
adapter in each wing. Figure 8 shows the riser cage, indicating the storage devices that can 
be used in each wing.
  11
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Figure 8   ThinkSystem SE350 riser cage assembly

The storage devices in each wing are controlled by the ThinkSystem SE350 M.2 SATA/NVMe 
4-bay Data Drive Enablement Kit. Up to 4 storage devices can be connected to this controller, 
with the following caveats:

� Mixing SATA SSDs and NVMe drives in the same wing is not supported
� SATA SSDs can only occupy the left wing, so a total of 4 SATA SSDs is supported
� Only all-SSD (4 devices total) and all-NVMe (8 devices total) configurations have been 

certified for Azure Stack HCI clusters

Storage options might be further reduced, depending on your location, since SED devices 
cannot be shipped to certain countries, including China. For these locations, SATA SSDs are 
currently the only non-SED option.

The ThinkSystem SE350 M.2 Mirroring Enablement Kit is used for boot drives and is 
configured to provide a RAID-1 mirrored boot volume using a pair of ThinkSystem M.2 480GB 
Industrial A600i SATA SSDs.

Network connectivity options
Network connectivity for ThinkAgile MX1021 on SE350 Certified Nodes is provided by the 
Network Modules available for the SE350.

Both Wired Network Modules provide a pair of 10GbE ports (used for “east-west” storage 
traffic) and a pair of 1GbE RJ45 ports (used for “north-south” CorpNet traffic), as well as a 
pair of 1GbE RJ45 ports dedicated to remote management. The only difference between the 
modules is in the physical media used for the high-speed ports, as their names suggest. The 
SFP+ Wired Network Module provides two SFP+ ports, which each require a pair of SFP+ SR 
Transceivers and an optical cable or a Passive DAC SFP+ cable for connectivity. The 
10GBASE-T Wired Network Module provides two RJ45 ports, which each require a simple 
CAT6 Ethernet cable for connectivity. Figure 9 shows the SFP+ Wired Network Module, while 
Figure 10 on page 13 shows the 10GBASE-T Wired Network Module.

Left Wing
M.2 Data Adapter #1

Drives 2, 3, 4, 5

Right Wing
M.2 Data Adapter #2

Drives 6, 7, 8, 9
or

PCIe x16 slot

M.2 Boot Adapter
Drives 0, 1

NVMe
or

SATA SSD

NVMe only

Riser Cage
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Figure 9   ThinkSystem SE350 with SFP+ Wired Network Module installed

Figure 10   ThinkSystem SE350 with 10GBASE-T Wired Network Module installed

The Wireless Network Module, shown in Figure 11, provides a pair of 10GbE ports (used for 
east-west storage traffic), a pair of 1GbE RJ45 data ports, two antenna connections for 
wireless networking (used for north-south CorpNet traffic), as well as a 1GbE RJ45 XCC port 
dedicated to remote management. For instructions related to using wireless networking for 
north-south traffic, refer to “Using the Wireless Network Module” on page 37. The 1GbE RJ45 
data ports in the Wireless Network Module can also be used for north-south traffic. 
Configuration steps for this scenario are covered in “Using a Wired Network Module” on 
page 32.

Figure 11   ThinkSystem SE350 with Wireless Network Module installed

1GbE RJ45 ports
“CorpNet” (north-south) traffic

10GbE SFP+ ports
Storage (east-west) traffic

1GbE XCC remote mgmt ports
Support for daisy chaining

Mini-USB local mgmt port
Supports tethering to phone for activation

1GbE RJ45 ports
“CorpNet” (north-south) traffic

10GbE RJ45 ports
Storage (east-west) traffic

1GbE XCC remote mgmt ports
Support for daisy chaining

Mini-USB local mgmt port
Supports tethering to phone for activation

1GbE RJ45 ports
CorpNet (north-south) traffic
Can also use Wi-Fi for this

10GbE SFP+ ports
Storage (east-west) traffic

1GbE XCC remote mgmt port

Mini-USB local mgmt port
Supports tethering to phone for activation
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Since the intended use of this solution is for 2-node direct-connected HCI clusters, the 
shortest available cables provide adequate length for the 10GbE ports.

PCIe network adapters are not currently supported for ThinkAgile MX1021 on SE350 
Certified Nodes, since such an adapter would consume half the space available for storage 
devices.

Note: The SE350 Wireless Network Module requires SE350 Switch Module Firmware 
v1.01 (“lnvgy_fw_switch_hyl404p-1.01_anyos_noarch.bin.sign”) or later for use in this 
solution.
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Solution deployment

This document specifically addresses the deployment of an Azure Stack HCI (S2D) solution 
on a set of two ThinkAgile MX1021 on SE350 Certified Nodes that are connected directly to 
each other to pass storage (east-west) traffic. This deployment scenario is often referred to as 
“two-node direct-connected.”

A number of tasks need to be performed in order to deploy this solution. If completed in a 
stepwise fashion, this is not a difficult endeavor. The high-level steps described in the 
remaining sections of this paper are as follows:

1. “General hardware preparation”

– “Activate servers”
– “Prepare servers and storage”
– “Install Windows Server 2019 Datacenter”
– “Install Windows Server roles and features”

2. “Network preparation”

– “Prepare the Wireless Network Module” on page 37 (if used)
– “Connect servers to each other and network” on page 32
– “Configure network interfaces” on page 33

3. “Create failover cluster” on page 54

– “Perform Windows Update and join AD domain” on page 54
– “Cluster validation and creation” on page 54
– “Cluster file share witness” on page 56

4. “Enable and configure Storage Spaces Direct” on page 60

– “Verify RDMA functionality” on page 61
– “Create virtual disks” on page 64

Make sure to follow the appropriate steps in “Network preparation” on page 32, depending on 
whether you are using a Wired Network Module or the Wireless Network Module in the 
SE350 nodes.

General hardware preparation

Several configuration steps must be followed for all servers that will become nodes in the S2D 
cluster, regardless of which deployment scenario is desired. These steps include updating 
system firmware, as well as installing and configuring the operating system.

Activate servers

Since the ThinkSystem SE350 edge server has been designed for deployment outside a 
typical datacenter, it includes several unique physical security features. In fact, when this 
server first arrives at a customer site, it will not power on and complete the Power On Self Test 

Note: Although the SE350 has been certified for use in Azure Stack HCI clusters 
containing 2-4 nodes, a high-speed switch is required for 3 or 4 nodes, since it is not 
possible to provide redundant connectivity between this number of nodes without a switch.
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(POST) process until it has been successfully activated. This section provides a brief 
overview of the activation process for the ThinkSystem SE350 edge server, as well as 
reference material that covers the process in detail.

The server activation process involves the following high-level steps:

– Create Lenovo ID
– Create Organization ID
– Create groups (optional)
– Claim systems and activate

This document covers the creation of a Lenovo ID and Organization ID, as well as an 
overview of claiming/activating a server via the Lenovo ThinkShield Key Vault web portal. You 
will need to have the content of the activation envelope that was included with your server in 
order to complete the activation process.

Create Lenovo ID
If not already available, it is necessary to create a Lenovo ID that will be used to access the 
Lenovo ThinkShield Key Vault Portal. This account will be allowed to create Organization and 
Suborganization IDs which are used to claim and activate ThinkAgile MX1021 devices.

To create a Lenovo ID that is responsible for accessing the Portal, follow these steps:

1. Use a browser to visit https://account.lenovo.com to begin the process.

2. Click the REGISTER button to create a new account.

Figure 12   Lenovo account sign in page with “REGISTER” link to create a new account

3. Enter your work email address and then click Next.
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Figure 13   Lenovo Create account page

4. Enter your first name, last name, and password in the appropriate fields.

5. In the verification area, drag the slider to the indicated location. This should change the 
area to indicate "Verification success" as shown in the following example.
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Figure 14   Required fields for creating a new Lenovo account

6. Select the checkbox (or not) to "Join the conversation…" based on your preference, and 
then click the "Next" button.

7. An email message will be sent to the email address entered. Use this email to activate 
your Lenovo account.
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Figure 15   Email with link to activate a new Lenovo account

8. Once your Lenovo account is activated, sign in to it.

9. Enter any details on the Personal Info page that you'd like associated with your account, 
and then click SAVE.

You will use the Lenovo ID created to log in to the ThinkShield Key Vault Portal to create one 
or more Organizations and manage the activation of ThinkAgile MX1021 nodes.

Create Organization ID
Once your Lenovo ID has been created and activated, it is time to create an Organization ID 
for use by the ThinkShield Key Vault Portal. An Organization ID is used by the Portal to store 
information regarding activation details for your systems. Once logged in to the Portal using 
your Organization ID, you can create groups to help organize your users and systems based 
on criteria you select.

To create an Organization ID, follow these steps:

1. Browse to the Lenovo ThinkShield Key Vault Portal found at the following URL: 

https://portal.thinkshield.lenovo.com

2. If you have not created an Organization ID yet, you must do so now. Click the "Create an 
Organization" button.
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Figure 16   ThinkShield Key Vault Portal with link to create an Organization ID

3. On the Sign up for an Organization ID page, enter an Organization ID that you would like 
to use as your top level container. This ID must contain only numbers and lower case 
characters with no spaces. Click the "Submit" button when ready.
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Figure 17   Sign up for an Organization ID page of ThinkShield Key Vault Portal

4. On the Create organization page, complete the requested information and then click the 
"Submit" button.

Figure 18   Create organization page of ThinkShield Key Vault Portal
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5. After a moment, you should see the following message, indicating that your ThinkShield 
Organization ID has been created successfully.

Figure 19   Organization successfully created

6. Click the "Go to Portal" button to return to the Sign in page. Enter the Organization ID that 
you just created, and then click the "Submit" button.

7. Sign in to the ThinkShield Key Vault Portal using the credentials created previously.

8. On the Terms and Conditions page, check the box next to "I have read this Agreement and 
agree to the terms and conditions" and then click the "Continue" button.

9. On the Privacy Policy page, check the box next to "I have read this Policy and agree to the 
terms" and then click the "Continue" button.

You are now logged in to the ThinkShield Key Vault Portal and can begin managing your 
devices, users, and groups. You can create groups of users or devices to make finding them 
easier. For example, you could create device groups that are named based on physical 
location, department, region, or any characteristic that would aid in locating a device.

Claim systems and activate
There are multiple methods that can be used to activate a ThinkAgile SE350 server. This 
document covers activation via the ThinkShield Key Vault Portal. You can download the 
ThinkShield Key Vault Portal User Guide from the following URL:

https://download.lenovo.com/servers_pdf/ThinkShield_Web_Application_User_Guide.pdf

For other activation methods, refer to the following URLs:

ThinkShield Mobile Application User Guide

https://download.lenovo.com/servers_pdf/ThinkShield_Mobile_Application_User_Guide.pdf

How to manually activate an SE350
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https://datacentersupport.lenovo.com/us/en/products/servers/thinksystem/se350/solutions/ht5
09293

To use the ThinkShield Key Vault Portal to claim a device and activate it, follow these steps:

1. Connect power to the server.

2. Connect the XClarity Controller (XCC) Management Ethernet port to a network that has 
access to the Internet. Note that outbound TCP port 443 (HTTPS) must be open for 
activation to occur.

3. Log in to the ThinkShield Key Vault Portal using the account created in the previous 
section. Our example screen captures below show four ThinkAgile MX1021 Certified 
Nodes already activated, while we activate an additional two systems. However, if this is 
the first time you are activating a system, the Device Manager will be empty.

4. Click the Add Device button, highlighted in Figure 20.

Figure 20   Device Manager of ThinkShield Key Vault Portal showing 4 systems already activated

5. To claim and activate one or two systems, click the "MANUAL CLAIM" tab at the top of the 
Claim a Device window. Enter the required information for a system and click the "Submit" 
button. This information, including Machine Type, Serial Number, and Secure Activation 
Code can be found on a sheet inside the activation envelope included with each server.
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Figure 21   Claim a Device page of Key Vault Portal with manual claim tab selected

6. To claim and activate many systems at once, it is most efficient to use the "BULK CLAIM" 
method.

a. For this activation method, click the Download CSV template link to download a simple 
CSV file named “Devices.csv” which needs to be filled in for the servers to be activated.

Figure 22   Claim a Device page of Key Vault Portal with bulk claim tab selected
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b. In the CSV file, enter the required information (Machine Type, Serial Number, and 
Secure Activation Code) for each system and save the file, ensuring to save in CSV 
format.

c. Once the CSV file has been saved, click the “Click to select file to upload” link and 
browse to the CSV file or simply drag the CSV file onto the gray box in the Portal page, 
and then click Verify.

7. Back in the Device Manager of the Key Vault Portal, you should see that your new systems 
have been added to the list. For each new system, click Activate. The status will change to 
“Ready.”

8. The server(s) should be activated within 15 minutes and power on automatically. After 
successful activation, the status of the server(s) will change to “Activated.”

Figure 23   Device Manager of ThinkShield Key Vault Portal showing 6 systems now activated

Once all ThinkAgile MX1021 Certified Nodes have been activated, they can be prepared for 
deployment.

Prepare servers and storage

In this section, we describe the steps associated with preparing the physical servers and 
storage devices, which includes updating system firmware to solution Best Recipe versions, 
configuring the RAID controller in the ThinkSystem SE350 M.2 Mirroring Enablement Kit for 
the boot drive in the server nodes, and configuring the Operating Mode in UEFI system 
settings for maximum performance.

Update system firmware according to Best Recipe
For Lenovo ThinkAgile MX Certified Nodes, ensure that the latest Best Recipe firmware and 
device driver versions are running on all nodes. Although ThinkAgile MX Certified Nodes are 
shipped with firmware versions that match the latest Best Recipe, firmware and driver 
versions should always be checked prior to solution deployment, since it is possible that a 
new Best Recipe might be released between the manufacturing date and the date of 
deployment. For information regarding the current ThinkAgile MX Best Recipes, refer to the 
following URL:

https://datacentersupport.lenovo.com/us/en/solutions/HT507406 
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To simplify the process of downloading all firmware and device driver update packages for a 
given ThinkAgile MX Best Recipe, a single zip archive that includes all packages is available 
from the ThinkAgile MX Updates Repository site, which can be found at the following URL:

https://thinkagile.lenovo.com/mx 

Make sure to download the correct archive file for use on ThinkAgile MX1021.

Lenovo offers multiple tools for updating firmware on the nodes, including Lenovo XClarity™ 
Administrator (LXCA), Lenovo XClarity Integrator (LXCI) for Windows Admin Center (WAC), 
Lenovo XClarity Provisioning Manager (LXPM), Lenovo XClarity Essentials OneCLI, and 
Lenovo XClarity Essentials UpdateXpress. Since there are multiple benefits associated with 
using LXCA or WAC to manage an S2D cluster, we recommend using either LXCA or LXCI 
for WAC to update system firmware on the cluster nodes.

LXCA is a centralized resource management solution that is aimed at reducing complexity, 
speeding response, and enhancing the availability of Lenovo server systems and solutions. 
LXCA provides agent-free hardware management for our servers, storage, network switches, 
hyperconverged and ThinkAgile solutions. LXCA can be used to monitor ThinkAgile MX 
Certified Nodes for S2D, as well as to maintain firmware compliance with the published Best 
Recipe. 

For more information about LXCA, see the LXCA Product Guide at the following URL:

https://lenovopress.com/tips1200-lenovo-xclarity-administrator 

LXCI for WAC is a plug-in for Windows Admin Center that integrates functions for managing, 
monitoring, and updating Lenovo servers and their components. It supports viewing Lenovo 
server hardware and firmware inventories, events, alerts, and health status, updating 
firmware and device drivers, displaying Lenovo ThinkAgile MX server topologies, and 
facilitating storage pool operations through wizards.

For more information about LXCI for WAC, see the LXCI for WAC Information Center at the 
following URL:

https://sysmgt.lenovofiles.com/help/index.jsp?topic=%2Fcom.lenovo.lxci_wac.doc%2Fw
ac_welcome.html&cp=6_0

Lenovo tools used to update firmware use IPMI over KCS, which is disabled by default. To 
enable/disable IPMI over KCS, follow these steps:

1. Log in to the XCC browser interface on the server.

2. In the left navigation pane, select BMC Configuration > Security.

3. Toggle the IPMI over KCS Access setting to Enabled or Disabled as necessary. For the 
highest security, enable this setting prior to updating firmware, then disable it after 
firmware updating is complete. Figure 24 on page 27 shows the XCC browser interface 
open to the BMC Security settings page.
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Figure 24   XCC browser interface showing BMC Secutiry settings

4. After changing the IPMI over KCS setting, the XCC must be restarted. In the left 
navigation pane, select Home and then choose Power Action > Restart Management 
Controller, as shown in Figure 25.

Figure 25   XCC browser interface with Power Action selected
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Configure M.2 boot drive
ThinkAgile MX1021 Certified Nodes should be configured to boot from a mirrored (RAID 1) 
pair of M.2 boot devices. There are multiple ways to check and configure the ThinkSystem 
SE350 M.2 Mirroring Enablement Kit, including System Setup (graphical or text-based), 
LXCA, OneCLI, and the XCC browser interface. The following steps use the XCC browser 
interface (using the Graphical System Setup option) to configure a RAID 1 array for the 
operating system on the M.2 boot devices via the ThinkSystem SE350 M.2 Mirroring 
Enablement Kit:

1. Log in to the XCC browser interface on the server.

2. In the left navigation pane, select RAID Setup.

3. On the RAID Setup - Select RAID Adapter page, confirm that ThinkSystem M.2 with 
Mirroring Enablement Kit is selected and then click the Next icon (“>”).

4. Leave the default “Simple configuration” option selected and then click the Next icon.

5. Select the “RAID Level 1” option and then click the Next icon.

6. On the RAID Setup - Verify settings page, verify that RAID Level is set to “1” and Disk 
Drives is set to “2” and then click the Next icon.

7. In the Confirmation window that appears, click Yes.

8. After a few seconds, the new virtual disk is created. Click the Next icon one last time to 
return to the RAID Setup - Select RAID Adapter page and confirm that the virtual disk for 
boot has been created successfully. Figure 26 on page 28 shows the final configuration 
screen, based on using the XCC browser interface to establish the mirrored boot drive.

Figure 26   XCC browser interface showing proper M.2 boot drive RAID 1 configuration

The mirrored M.2 boot disk is now ready for use.

Configure system settings
We need to change the system Operating Mode to Maximum Performance to optimize system 
performance for its intended role as an S2D cluster node. To modify this system setting, follow 
these steps:
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Reboot the server if necessary and enter the UEFI menu screen by pressing the F1 key when 
prompted at the bottom of the screen.

� If using the graphical system setup, navigate to UEFI Setup > System Settings and then 
select Operating Modes. Ensure that Choose Operating Mode is set to Maximum 
Performance. Once this setting has been made, click the Save icon on the right, and then 
click Exit UEFI Setup to reboot the system. Figure 27 shows the graphical system setup 
screen with the proper Operating Mode selected.

Figure 27   Graphical system setup screen with the Operating Mode set to Maximum Performance

� If using the text-based system setup, navigate to System Settings > Operating Modes. 
Ensure that Choose Operating Mode is set to Maximum Performance. If it is not, press 
Enter and use the arrow keys to select “Maximum Performance” before pressing Enter 
again. Once the setting has been made, press the Esc key repeatedly until ask if you want 
to save your settings. Press the ‘Y’ key to save the settings and reboot the system. 
Figure 28 on page 29 shows the text-based system setup screen, with the proper 
Operating Mode selected.

Figure 28   Text-based system setup screen with the Operating Mode set to Maximum Performance
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Once the Operating Mode has been set to Maximum Performance and the system has 
rebooted, continue with Windows Server installation.

Install Windows Server 2019 Datacenter

If your ThinkAgile MX1021 Certified Nodes were ordered with Windows Server 2019 
preloaded, you can skip this OS installation step, but make sure to continue with “Install 
device drivers” on page 30 once you have completed the mini-setup wizard for the OS.

ThinkSystem servers, including the SE350, feature an advanced Baseboard Management 
Controller (BMC) called the “XClarity Controller” (XCC) to provide remote out-of-band 
management, including remote control and remote virtual media. You can install Windows 
Server from a variety of sources. Some examples include:

Remote ISO media mount via the XCC

� Bootable USB media with the installation content
� Installation DVD
� Windows Deployment Services

Select the source that is appropriate for your situation. The following steps describe the 
installation process at a high level:

1. With the method of Windows deployment selected, power the server on to begin the 
installation process for Windows Server 2019 Datacenter.

2. Select the appropriate language pack, correct input device, and the geography, then select 
the desired OS edition, Desktop Experience (GUI) or Server Core.

3. Select the virtual disk connected to the ThinkSystem SE350 M.2 Mirroring Enablement Kit 
as the target on which to install Windows Server. This is the virtual drive that was 
verified/configured in “Configure M.2 boot drive” on page 28.

4. Follow the prompts to complete installation of the OS, set the Administrator password, and 
log in.

Install device drivers
As stated previously, it is critical to check the current ThinkAgile MX Best Recipe web page to 
determine the exact versions of device drivers that have been certified for use by Microsoft 
Azure Stack HCI (S2D). For information regarding the current ThinkAgile MX Best Recipes, 
refer to the following URL:

https://datacentersupport.lenovo.com/us/en/solutions/HT507406 

From this ThinkAgile MX Best Recipe landing page you can select the latest Best Recipe for 
the ThinkAgile MX1021 Certified Node.

To simplify the process of downloading all firmware and device driver update packages for a 
given ThinkAgile MX Best Recipe, a single zip archive that includes all packages is available 
from the ThinkAgile MX Updates Repository site, which can be found at the following URL:

https://thinkagile.lenovo.com/mx 

Make sure to download the correct archive file for use on ThinkAgile MX1021.
30 Azure Stack HCI Deployment Guide for ThinkAgile MX1021 on SE350

https://datacentersupport.lenovo.com/us/en/solutions/HT507406
https://thinkagile.lenovo.com/mx


Install Windows Server roles and features

Several Windows Server roles and features are used by this solution. It makes sense to install 
them all at the same time, then perform specific configuration tasks later. To make this 
installation quick and easy, use the PowerShell script shown in Example 1 on page 31 to 
install the required OS components on both SE350 servers.

Example 1   PowerShell script to install necessary server roles and features

Install-WindowsFeature -Name File-Services
Install-WindowsFeature -Name Data-Center-Bridging
Install-WindowsFeature -Name Failover-Clustering -IncludeManagementTools
Install-WindowsFeature -Name Hyper-V -IncludeManagementTools -Restart

Once the servers have rebooted, check the status of all the required roles and features by 
using the PowerShell script shown in Example 2.

Example 2   PowerShell script to check status of all required roles and features

Get-WindowsFeature | ? installstate -eq installed | ? name -Like *File*
Get-WindowsFeature | ? installstate -eq installed | ? name -Like *Bridging*
Get-WindowsFeature | ? installstate -eq installed | ? name -Like *Cluster*
Get-WindowsFeature | ? installstate -eq installed | ? name -Like Hyper-V*

The returned output should be as shown in Example 3 on page 31, with all appropriate roles 
and features shown as “Installed” in the Install State column of the output.

Example 3   Expected status of required roles and features

Display Name                                            Name                       Install State
------------                                            ----                       -------------
[X] File and Storage Services                           FileAndStorage-Services        Installed
    [X] File and iSCSI Services                         File-Services                  Installed
        [X] File Server                                 FS-FileServer                  Installed
[X] Data Center Bridging                                Data-Center-Bridging           Installed
[X] Failover Clustering                                 Failover-Clustering            Installed
        [X] Failover Clustering Tools                   RSAT-Clustering                Installed
            [X] Failover Cluster Management Tools       RSAT-Clustering-Mgmt           Installed
            [X] Failover Cluster Module for Windows ... RSAT-Clustering-Powe...        Installed
[X] Hyper-V                                             Hyper-V                        Installed
            [X] Hyper-V GUI Management Tools            Hyper-V-Tools                  Installed
            [X] Hyper-V Module for Windows PowerShell   Hyper-V-PowerShell             Installed

With the Windows Server roles and features installed on both systems that will become 
cluster nodes, we turn our attention to preparing the network components of the solution.

Note: Although Data Center Bridging is not technically required for iWARP 
implementations of RDMA, according to Microsoft, “testing has determined that all 
Ethernet-based RDMA technologies work better with DCB.”

https://docs.microsoft.com/en-us/windows-server/networking/technologies/dcb/dcb-top 
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Network preparation

This section provides the steps to prepare network connectivity for an S2D hyperconverged 
cluster using two ThinkAgile MX1021 on SE350 Certified Nodes that are direct-connected. 
That is, the 10GbE LOM ports in each node are connected to the same LOM port on the other 
node for east-west storage traffic. No switch is used between the nodes for these 
connections.

To carry north-south traffic into and out of the cluster, two scenarios are supported:

If using the SE350 Wireless Network Module (feature code B6F3), the network connection 
between the cluster and corporate network can be achieved via WiFi. For steps related to 
this scenario, refer to “Using the Wireless Network Module” on page 37.

If using either of the SE350 Wired Network Modules (feature code B6F4 or B7Z7), two 
1GbE LOM ports in each node are connected to the corporate network (“CorpNet”) via a 
standard Ethernet switch to pass north-south traffic. For steps related to this scenario, 
continue to the next section.

Note that both scenaios use the iWARP implementation of RDMA, since RoCE is not 
supported by the LOM ports.

Using a Wired Network Module

If using either Wired Network Module for the SE350, configuration is quite similar to the steps 
used for a rack server. Details are included in this section.

Connect servers to each other and network
For a 2-node direct-connected cluster, each of the 10GbE ports in the Wired Network Module 
is connected directly to the same port in the other node. In addition, we connect two 1GbE 
RJ45 ports on each node to the corporate network via a standard Ethernet switch. Figure 29 
shows these connections, assuming that the SFP+ Wired Network Module is used.

Figure 29   Network connections for a 2-node direct-connected cluster using the ThinkSystem SE350

Node-to-node direct connections
No SET Team or vNIC required for 

east-west RDMA storage traffic

Switch Embedded Team (SET) 
created for north-south CorpNet traffic 

(AD, DNS, VM traffic, etc.)

Connected to customer network
Hyper-V switch created on these interfaces, 

used to create vmNICs for use by VMs
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With all physical network connections made, we configure the network interfaces on the 
servers.

Configure network interfaces
For this solution, we use the server’s 1GbE RJ45 ports to carry “CorpNet” traffic into and out 
of the cluster (i.e. north-south traffic). To increase performance and availability, we need to 
leverage the virtual network capabilities of Hyper-V on each host by creating a SET-enabled 
team from these ports.

We do not create a SET-enabled team from the 10GbE ports, since the storage traffic is 
carried by the physical network adapter ports (pNICs). Figure 30 on page 33 shows a 
diagram representing the network interfaces used in this solution.

Figure 30   Network interfaces used for two-node direct-connected Azure Stack HCI cluster

We make extensive use of PowerShell commands and scripts throughout this document to 
configure various aspects of the S2D environment. The commands and scripts used to 
configure networking parameters on the servers in this section can be used with minimal 
modification if you take a moment now to name the physical network adapter ports according 
to Table 1 and Table 2 before working through this section. Alternatively, you can use your 
own naming convention for these ports, but in this case, remember to modify the PowerShell 
commands appropriately.

Table 1   Friendly names of network adapter ports used in this scenario

For this direct-connected scenario, the 1GbE ports are used for north-south traffic, which 
includes VM traffic. Naming of the these ports is shown in Table 2.

Table 2   Friendly names of 1GbE RJ45 ports used in this scenario

10GbE-Port1
“Storage1”

pN
IC

vmNIC

VM

“Host”

vmNIC

VM

vN
IC

1GbE-Port1 1GbE-Port2

Hyper-V virtual switch based on SET

CorpNet

Interface Cluster Network Type
Host Cluster and client

Storage1 Cluster only

Storage2 Cluster only

10GbE-Port2
“Storage2”

pN
IC

10GbE ports connected to other 
node – No SET team or vNIC

S2DSwitch

10GbE Port

First 10GbE port “10GbE-Port1”

Second 10GbE port “10GbE-Port2”

LAN on Motherboard (LOM)

First 1GbE port “1GbE-Port1”

Second 1GbE port “1GbE-Port2”
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The scripts in this section can be used with minimal modification if the physical network 
adapters are named according to Table 1 and Table 2. Five network interfaces should be 
displayed at this point, as shown in Figure 31. As you can see, we have renamed the four 
network interfaces that we will use according to the tables above. We have also renamed the 
interface for the IBM USB Remote NDIS Network Device to “LAN Over USB” and have 
disabled it to avoid issues later with cluster creation. This interface is only used for inband 
communication to the XCC for tasks such as updating firmware on a system component. It 
can be safely disabled in the operating system, since it will be enabled automatically when 
needed and disabled after use.

Figure 31   Original renamed network interfaces with “LAN Over USB” interface disabled

For a direct-connected cluster, we do not create a SET team from the 10GbE ports, but we do 
so for the 1GbE ports that carry north-south traffic. From the SET-enabled team we create 
from the 1GbE ports, a virtual switch (“S2DSwitch” in Figure 30 on page 33) is defined and a 
logical network adapter (vNIC™) is created for use by virtual machines in this 
hyperconverged solution.

Example 4 shows the PowerShell commands that can be used to perform the SET team 
configuration on the 1GbE ports and enable RDMA on the 10GbE ports. In this scenario, the 
SET team is created from the 1GbE ports to enable the Hyper-V switch for virtual machine 
use. In addition, the commands shown add a vNIC to the vSwitch, enable RDMA on the 
10GbE ports for storage traffic. We do not need to be concerned with disabling RDMA on the 
1GbE ports, since they do not support RDMA.

Example 4   PowerShell script to create a SET-enabled vSwitch, add vNICs to it, and enable RDMA on the 10GbE ports

# Create SET-enabled vSwitch for Hyper-V using 1GbE ports
New-VMSwitch -Name "S2DSwitch" -NetAdapterName "1GbE-Port1", "1GbE-Port2" -EnableEmbeddedTeaming $true `

-AllowManagementOS $false

# Add host vNIC to the vSwitch just created
Add-VMNetworkAdapter -SwitchName "S2DSwitch" -Name "vNIC-Host" -ManagementOS
# Enable RDMA on 10GbE ports
Enable-NetAdapterRDMA -Name "10GbE-Port1"
Enable-NetAdapterRDMA -Name "10GbE-Port2"
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Figure 32 shows the network interfaces after the SET team, Hyper-V vSwitch, and vNIC-Host 
interface have been created

Figure 32   Network interfaces after additional network interface configuration is complete

Now that all network interfaces have been created, IP address configuration can be 
completed, as follows:

1. Configure a static IP address on 10GbE-Port1 (in our example, 10.10.11.x). The DNS 
server is specified, but this interface should not be registered with DNS, since it is not 
intended to carry traffic outside the cluster. For the same reason, a default gateway is not 
configured for this interface.

2. Configure a static IP address on 10GbE-Port2 10GbE, using a different subnet if desired 
(in our example, 10.10.12.x). Again, specify the DNS server, but do not register this 
interface with DNS, nor configure a default gateway.

3. Configure a static IP address on vNIC-Host, using a different subnet if desired (in our 
example, 222.222.61.x). Since this interface will carry network traffic into and out of the 
S2D cluster, which will likely be a CorpNet subnet. You must specify a DNS server and 
register this interface with DNS. You must also configure a default gateway for this 
interface.

4. Perform a ping command from each Storage interface to the other server in the 
environment to confirm that all connections are functioning properly. Both Storage 
interfaces on each system should be able to communicate with both Storage interfaces on 
the other system and the vNIC-Host interface on each system should be able to 
communicate with the vNIC-Host interface on the other system.

PowerShell can be used to make IP address assignments if desired. Example 5 shows the 
commands used to specify static IP addresses and DNS server assignment for the interfaces 
on Node 1 in our environment. Make sure to change the IP addresses and subnet masks 
(prefix length) to appropriate values for your environment.

Example 5   PowerShell commands used to configure IP interface settings on Node 1

# Configure IP and subnet mask, no default gateway for Storage interfaces
New-NetIPAddress -InterfaceAlias "10GbE-Port1" -IPAddress 10.10.11.11 -PrefixLength 24
New-NetIPAddress -InterfaceAlias "10GbE-Port2" -IPAddress 10.10.12.11 -PrefixLength 24
New-NetIPAddress -InterfaceAlias "vEthernet (vNIC-Host)" -IPAddress 222.222.61.161 -PrefixLength 24 `

-DefaultGateway 222.222.61.5
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# Configure DNS on each interface, but do not register Storage interfaces
Set-DnsClient -InterfaceAlias "10GbE-Port1" -RegisterThisConnectionsAddress $false
Set-DnsClientServerAddress -InterfaceAlias "10GbE-Port1" -ServerAddresses 222.222.61.5
Set-DnsClient -InterfaceAlias "10GbE-Port2" -RegisterThisConnectionsAddress $false
Set-DnsClientServerAddress -InterfaceAlias "10GbE-Port2" -ServerAddresses 222.222.61.5
Set-DnsClientServerAddress -InterfaceAlias "vEthernet (vNIC-Host)" -ServerAddresses 222.222.61.5

To confirm that proper IP interface settings have been configured, you can use the two 
PowerShell commands shown in Example 6.

Example 6   PowerShell commands used to verify IP settings for network interfaces

Get-NetIPConfiguration
Get-DnsClient | ft InterfaceAlias,RegisterThisConnectionsAddress

The returned output will vary based on the IP address scheme used, but the following details 
should be consistent:

� For the Storage1 and Storage2 interfaces (“10GbE-Port1” and “10GbE-Port2”, 
respectively), the default gateway should be empty and the 
RegisterThisConnectionsAddress column should show “False.”

� For the vNIC-Host interface (“vEthernet (vNIC-Host)”), the default gateway should be 
present and the RegisterThisConnectionsAddress column should show “True.”

Figure 33 shows our results from Node 1, based on our example.

Figure 33   PowerShell is used to confirm proper IP configuration for all network interfaces

Execute the commands shown in Example 4 on page 34 and Example 5 on page 35 on the 
other server that will become a node in the S2D cluster. Make sure to modify parameters that 
change from server to server, such as IP address. Once complete, run the PowerShell 
commands in Example 6 on page 36 to verify that the proper IP settings for all network 
interfaces.
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The next piece of preparing the infrastructure for S2D is to create the Windows Failover 
Cluster. Proceed to “Create failover cluster” on page 54 for details.

Using the Wireless Network Module

The Wireless Network Module is supported using SE350 Switch Module Firmware v1.01 or 
later (“lnvgy_fw_switch_hyl404p-1.01_anyos_noarch.bin.sign”). Instructions for updating this 
firmware is included in “Update Edge Network Board firmware” on page 38.

If using the Wireless Network Module for the SE350, there are a few additional steps and 
considerations that must be taken due to its unique capabilities. At a high level, these 
additional steps include the following:

� Update Edge Network Board firmware
� Configure edge network device topology preset
� Configure Edge Network Board firewall settings
� Enable WiFi connectivity for north-south traffic
� Enable WiFi connectivity for XCC traffic (optional)

Prepare the Wireless Network Module
Figure 34 shows a diagram of the main networking components used in the SE350 that 
contains a Wireless Network Module. Only the external network ports that are used for a 
two-node direct-connected cluster are shown, as well as the internal switch. Note that the 
XCC can also be configured to use WiFi, but the initial connection must be via the dedicated 
XCC wired port in order to configure the internal switch options. For details on enabling WiFi 
for the XCC management connection, see “Enable WiFi connectivity for XCC traffic” on 
page 46.

Figure 34   Networking components used in SE350 configured with a Wireless Network Module

Figure 35 is the same type of diagram as Figure 34 and shows all network connections used 
for a two-node direct-connected Azure Stack HCI cluster. If WiFi connectivity will be enabled 
for XCC management traffic, refer to Figure 47 on page 47.
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Figure 35   SE350 Wireless Network Module connections used for a two-node direct-connected cluster

Update Edge Network Board firmware
The Wireless Network Module for the SE350 contains an integrated network switch that is 
used to control network traffic flow inside the system. To update the firmware of the internal 
switch component of the Wireless Netowrk Module, a special procedure is required. This 
procedure uses an SSH client as well as an SCP client for secure file copy. We use PuTTY 
and PSCP, which are both available for download from the PuTTY download site.

Before we can connect, we need to configure the IP address of the Edge Network Board. To 
do this, follow these steps:

1. Log in to the XCC browser interface.

2. In the left navigation pane, select Edge Networking. Note that this item is only seen if the 
Wireless Network Module is installed in the SE350 server.

3. Scroll down to the Edge Network Board Address section. Use the appropriate controls in 
this section of the UI to configure the IP address of the Edge Network Board according to 
your preferences. Once configured as desired, make a note of the IP address. Figure 36 
shows our configuration, including the IP address that will be needed to connect to the 
Edge Network Board in order to update the firmware.

Figure 36   XCC browser interface of SE350 showing the Edge Network Board Address section
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Once we have configured the IP address of the Edge Network Board, follow these steps to 
copy the switch firmware update package to the system.

4. Open the command line interface on a system that is connected to the same subnet as the 
XCCs on the SE350 servers.

5. Invoke PSCP from the command line to upload the switch firmware package to the SE350 
using the following command:

pscp.exe -scp <FileSourcePath> oper@<IPAddress>://tmp/

where <FileSourcePath> is the full file path to the switch firmware update package and 
<IPAddress> is the IP address of the Edge Network Board.

The file name of the switch firmware begins with “lnvgy_fw_switch_” and ends with 
“_anyos_noarch.bin.sign” and includes the package version between these strings.

6. If this is the first time you are connecting to the Edge Network Board, you will see the 
message shown in Figure 37. To trust the host and not see this message on future logins, 
type “y” and press the Enter key.

7. At the password prompt, enter the password for the XCC.

8. Wait for the copy to complete, showing “100%” at the end of the last line, as shown in 
Figure 37.

Figure 37   Command line window showing switch firmware update file copy process

Once the firmware update package file has been copied to the SE350, an SSH session is 
opened with the Edge Network Board to apply the firmware update. Follow these steps:

9. Launch PuTTY and open an SSH session with the Edge Network Board using the IP 
address configured previously (in our example, 10.241.80.177).
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Figure 38   PuTTY configured to open an SSH session with an Edge Network Board on an SE350

10.At the login as: prompt, type “oper” and press Enter.

11.At the password prompt, type the current XCC password and press Enter.

12.Change directory to the tmp directory, which is where the switch firmware update package 
was copied. Then obtain a directory listing to confirm that the package is present. Use the 
commands shown below:

cd /tmp

ls

13.The tmp directory content should look similar to what is shown in Figure 39. The 
commands used and the firmware update package are highlighted in the yellow boxes.
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Figure 39   Content of the tmp directory on the Edge Network Board of an SE350

14.Use the following command to update the switch firmware:

sudo sysupgrade -n /tmp/<FileName>

where <FileName> is the file name of the switch firmware update package (type the 
first few characters and press Tab to complete the entry)

15.As indicated by the switch, as shown in Figure 40, the switch will reset after the firmware 
update completes and the PuTTY session will be disconnected.

Important: The “-n” switch specifies to reset the switch to factory defaults. This is a 
good practice for the first firmware update, but NOT for successive updates, since 
all previous configuration changes will be lost.
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Figure 40   Edge Network Board CLI showing switch firmware update in progress

Configure edge network device topology preset
The XCC browser interface is used to configure the edge network device topology preset. To 
do this, follow these steps:

1. Log in to the XCC browser interface.

2. In the left navigation pane, select Edge Networking.

3. In the dropdown list near the top of the main pane, select Network Topology Preset 5 and 
then click Apply.
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Figure 41   XCC browser interface for SE350 showing Edge Device Network Topology screen

With the edge device network topology preset applied, we configure the Edge Network Board 
firewall.

Configure Edge Network Board firewall settings
We need to open an SSH session to adjust the firewall settings on the Edge Network Board. 
However, before we can do this, we need to reestablish the IP address of the Edge Network 
Board. This is because we used the -n command switch when we updated the switch 
firmware, which reset the Edge Network Board to factory default settings.

To reconfigure the Edge Network Board IP address, scroll down to the Edge Network Board 
Address section. Use the appropriate controls in this section of the UI to configure the IP 
address of the Edge Network Board according to your preferences, exactly as you did before 
the switch firmware was updated. Once configured as desired, make a note of the IP address. 
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Once the IP address has been reestablished, the firewall settings can be modified. To do this, 
follow these steps:

1. Open a new SSH session using PuTTY and log in to the Edge Network Board.

2. Use the following commands, one at a time, to configure the internal switch firewall:

sudo uci delete firewall.@zone[5].masq

sudo uci delete firewall.@zone[6].masq

sudo uci commit firewall

sudo /etc/init.d/firewall restart

The first command will request a password to enable permission elevation (“sudo”). Enter 
the password for the XCC. The remaining commands should use the same password if 
executed within a short timeframe, but if a password is requested again for subsequent 
commands, use the same XCC password. Figure 42 shows the results of running these 
commands in our lab. You should see a command prompt returned after each command is 
executed, without any error message. After issuing the last command to restart the 
firewall, a long series of messages is displayed while the firewall restarts. Once the 
command line prompt returns, proceed with the next step.

Figure 42   Commands to modify the Edge Network Board firewall configuration

3. Run the following commands to show the firewall configuration for zones 5 and 6:

sudo uci show firewall.@zone[5]

sudo uci show firewall.@zone[6]

You might see another password request, depending on how long it has been since the 
last command containing “sudo” was issued. The results should look similar to those 
shown in Figure 43.
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Figure 43   Firewall zone 5 and 6 configuration

With the Edge Network Board firewall configured, we enable WiFi connectivity for north-south 
traffic into and out of the cluster from the corporate network.

Enable WiFi connectivity for north-south traffic
Once the edge device network topology preset has been configured, we enable WiFi for 
north-south traffic. Use the XCC browser interface to enable WiFi, following these steps:

1. If necessary, log in to the XCC browser interface, select Edge Networking in the left 
navigation pane, and scroll down to the WiFi Connectivity section.

2. Click the button next to “Disabled” near the top right of the section, as shown in Figure 44.

Figure 44   WiFi connectivity section before enabling

3. This will expand the section so that WiFi configuration is now available. For Method, select 
Client from the dropdown list, enter the SSID and password for your WiFi router, and then 
click Apply. Figure 45 shows the settings in our lab. Notice that until this configuration is 
applied, the IPv4 address is 0.0.0.0.
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Figure 45   WiFi connectivity section with settings configured

4. After a few seconds, refresh the browser page to confirm that an IP address has been 
received from the WiFi router, as shown in Figure 46.

Figure 46   WiFi connectivity section showing IP address assignment from WiFi router

Enable WiFi connectivity for XCC traffic
In addition to using WiFi for north-south CorpNet traffic, it is possible to use WiFi for access to 
the XCC as well. Doing so means that no physical Ethernet cables are required for 
communication between the cluster nodes and the corportate network. The only network 
cabling required in this scenario is a pair of SFP+ cables between the two nodes. This 
provides the most flexible connectivity model and mounting options available in the industry, 
allowing the nodes to be mounted without regard to switch proximity.

Figure 47 on page 47 shows a representation of this topology, which requires only two SFP+ 
network cables between the 10 GbE ports of the two nodes. The green lines in the diagram 
represent the network path between the XCC on the system motherboard and the Edge 
Network Board in the Wireless Network Module, which allows connectivity to the XCC via 
WiFi. Note that even if WiFi connectivity is enabled for the XCC, the XCC can still be reached 
via the dedicated XCC management port (RJ45) on the front of the SE350 for troubleshooting 
or reconfiguration, if necessary.
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Figure 47   Diagram showing WiFi being used for north-south and XCC management traffic

To enable WiFi connectivity to the XCC, follow these steps:

1. If necessary, log in to the XCC browser interface, select Edge Networking in the left 
navigation pane, and scroll down to the BMC Network Bridge section.

2. For Port, select WiFi Ports from the dropdown list and then click Apply. Figure 48 shows 
this section of the Edge Device Network Topology page.

Figure 48   BMC Network Bridge section of the Edge Device Network Topology page

3. Open a new SSH session using PuTTY and log in to the Edge Network Board if 
necessary.

4. Use the following commands, one at a time, to configure the internal switch to allow 
access to the XCC via WiFi:

sudo uci set network.mgmt_xcc_lan.ifname='eth4'

sudo uci set network.edge_lan.ifname='eth0 eth1 eth2 eth3 eth5 eth6'

sudo uci commit network

sudo /etc/init.d/network restart

5. Wait a few minutes for the network stack in the Edge Network Board to restart. Meanwhile, 
return to the XCC browser interface. Expand BMC Configuration in the left navigation 
pane and select Network.

6. Configure the network settings for the XCC according to your requirements. In our lab, we 
have configured a static IPv4 address on the same subnet as the AD domain containing 
the Azure Stack HCI cluster, as shown in Figure 49 on page 48.
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Figure 49   

The XCC browser interface should now be accessible via WiFi. It is only possible to configure 
a single IP address for XCC access. Therefore, if different subnets are used for wired and 
wireless connections to the corporate network, the XCC IP address will need to be changed 
based on the prefered connection method, as instructed above.

Return to “Update Edge Network Board firmware” on page 38 and perform all steps on the 
other SE350 server that will become a cluster node.

Connect servers to each other and network
For a 2-node direct-connected cluster, each of the 10GbE ports in the Wireless Network 
Module is connected directly to the same port in the other node. If you have enabled WiFi 
connectivity for the XCC, the only physical network cables required are SFP+ cables between 
the high-speed ports on the two nodes, represented by the blue lines in Figure 50 on 
page 49.
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Figure 50   Network connections for 2-node direct-connected cluster using WiFi for north-south traffic

With physical network connections made, we configure the network interfaces on the servers.

Configure network interfaces
For this deployment scenario, we use the server’s internal WiFi switch to carry “CorpNet” 
traffic into and out of the cluster (i.e. north-south traffic). There is a hard-wired internal 10GbE 
network connection between the system motherboard and the Edge Network Board, 
represented by the blue line between the motherboard and Edge Network Board in Figure 47 
on page 47. Figure 51 on page 50 shows a diagram representing the three physical network 
interfaces used in this deployment scenario. LOM1-Port1 and LOM1-Port2 carry east-west 
storage traffic, while LOM1-Internal (initially shown in the OS as the “LOM1-Switchboard” 
network interface) carries north-south traffic into and out of the cluster via WiFi. 

Node-to-node direct connections
No SET Team or vNIC required for 

east-west RDMA storage traffic

Connected to customer network via WiFi
Hyper-V switch created on this interface for north-south 
CorpNet traffic, used to create vmNICs for use by VMs
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Figure 51   Network interfaces used for two-node direct-connected Azure Stack HCI cluster using WiFi for CorpNet

Four physical network interfaces should be displayed in the Network Connections Control 
Panel on a new SE350 server. Their default names are shown in Figure 52. As previously 
stated, the “LOM1-Switchboard” interface is the hard-wired internal 10GbE network 
connection between the system motherboard and the Edge Network Board.

Figure 52   Network interfaces on a new SE350 system (before renaming)

We make extensive use of PowerShell commands and scripts throughout this document to 
configure various aspects of the S2D environment. The commands and scripts used to 
configure networking parameters on the servers in this section can be used with minimal 
modification if you take a moment now to name the physical network interfaces according to 
Table 3 before working through this section. Alternatively, you can use your own naming 
convention for these interfaces, but in this case, remember to modify the PowerShell 
commands appropriately.
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Table 3   Friendly names of network adapter ports used in this scenario

We rename the three physical interfaces that will be used in this solution according to the 
table above. We also rename the “Ethernet” interface for the IBM USB Remote NDIS Network 
Device to “LAN Over USB” and disable it to avoid issues later with cluster creation. This 
interface is only used for inband communication to the XCC for tasks such as updating 
firmware on a system component. It can be safely disabled in the operating system, since it 
will be enabled automatically when needed and disabled after use. With these modifications 
complete, the interfaces should now look like those shown in Figure 53 on page 51.

Figure 53   Renamed network interfaces with “LAN Over USB” interface disabled

For a direct-connected cluster, a virtual switch (“S2DSwitch” in Figure 51 on page 50) is 
defined from the WiFi interface and a logical network adapter (“vNIC-Host” in Figure 51 on 
page 50) is created for use by virtual machines in this hyperconverged solution. In addition, 
RDMA must be enabled on the 10GbE ports. Example 7 shows the PowerShell commands 
that can be used to perform this work.

Example 7   PowerShell script to create vSwitch, add vNICs to it, and enable RDMA on 10GbE ports

# Disable RDMA on LOM1-Internal, since it is not used for storage traffic
Disable-NetAdapterRDMA -Name "LOM1-Internal"
# Create vSwitch for Hyper-V using the WiFi port
New-VMSwitch -Name "S2DSwitch" -NetAdapterName "LOM1-Internal" -AllowManagementOS $false
# Add host vNIC to the vSwitch just created
Add-VMNetworkAdapter -SwitchName "S2DSwitch" -Name "vNIC-Host" -ManagementOS
# Enable RDMA on 10GbE ports
Enable-NetAdapterRDMA -Name "LOM1-Port1"
Enable-NetAdapterRDMA -Name "LOM1-Port2"

Figure 54 shows the network interfaces after the Hyper-V vSwitch and vNIC-Host interface 
have been created.

LOM Port

First 10GbE port “LOM1-Port1”

Second 10GbE port “LOM1-Port2”

SwitchBoard port “LOM1-Internal”
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Figure 54   Network interfaces after configuration for WiFi to CorpNet

Now that all network interfaces have been created, IP address configuration can be 
completed, as follows:

1. Configure a static IP address on LOM1-Port1 (in our example, 10.10.11.x). The DNS 
server is specified, but this interface should not be registered with DNS, since it is not 
intended to carry traffic outside the cluster. For the same reason, a default gateway is not 
configured for this interface.

2. Configure a static IP address on LOM1-Port2, using a different subnet if desired (in our 
example, 10.10.12.x). Again, specify the DNS server, but do not register this interface with 
DNS, nor configure a default gateway.

3. Configure a static IP address on vNIC-Host, using a different subnet if desired (in our 
example, 192.168.5.x). Since this interface will carry network traffic into and out of the 
S2D cluster, this will likely be a CorpNet subnet. You must specify a DNS server and 
register this interface with DNS. You must also configure a default gateway for this 
interface.

4. Perform a ping command from each Storage interface to the other server in the 
environment to confirm that all connections are functioning properly. Both Storage 
interfaces on each system should be able to communicate with both Storage interfaces on 
the other system and the vNIC-Host interface on each system should be able to 
communicate with the vNIC-Host interface on the other system.

PowerShell can be used to make IP address assignments if desired. Example 8 shows the 
commands used to specify static IP addresses and DNS server assignment for the interfaces 
on Node 1 in our environment. Make sure to change the IP addresses and subnet masks 
(prefix length) to appropriate values for your environment.

Example 8   PowerShell commands used to configure the SMB vNIC interfaces on Node 1

# Configure IP and subnet mask, no default gateway for Storage interfaces
New-NetIPAddress -InterfaceAlias "LOM1-Port1" -IPAddress 10.10.11.11 -PrefixLength 24
New-NetIPAddress -InterfaceAlias "LOM1-Port2" -IPAddress 10.10.12.11 -PrefixLength 24
New-NetIPAddress -InterfaceAlias "vEthernet (vNIC-Host)" -IPAddress 192.168.5.31 -PrefixLength 24 `

-DefaultGateway 192.168.5.1
# Configure DNS on each interface, but do not register Storage interfaces
Set-DnsClient -InterfaceAlias "LOM1-Port1" -RegisterThisConnectionsAddress $false
Set-DnsClientServerAddress -InterfaceAlias "LOM1-Port1" -ServerAddresses 192.168.5.10
Set-DnsClient -InterfaceAlias "LOM1-Port2" -RegisterThisConnectionsAddress $false
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Set-DnsClientServerAddress -InterfaceAlias "LOM1-Port2" -ServerAddresses 192.168.5.10
Set-DnsClientServerAddress -InterfaceAlias "vEthernet (vNIC-Host)" -ServerAddresses 192.168.5.10

To confirm that proper IP interface settings have been configured, you can use the two 
PowerShell commands shown in Example 9.

Example 9   PowerShell commands used to verify IP settings for network interfaces

Get-NetIPConfiguration
Get-DnsClient | ft InterfaceAlias,RegisterThisConnectionsAddress

The returned output will vary based on the IP address scheme used, but the following details 
should be consistent:

� For the Storage1 and Storage2 interfaces (“LOM1-Port1” and “LOM1-Port2”, respectively), 
the default gateway should be empty and the RegisterThisConnectionsAddress column 
should show “False.”

� For the vNIC-Host interface (“vEthernet (vNIC-Host)”), the default gateway should be 
present and the RegisterThisConnectionsAddress column should show “True.”

Figure 55 shows our results from Node 1, based on our example.

Figure 55   PowerShell is used to confirm proper IP configuration for all network interfaces

Execute the commands shown in Example 7 on page 51 and Example 8 on page 52 on the 
other server that will become a node in the S2D cluster. Make sure to modify parameters that 
change from server to server, such as IP address. Once complete, run the PowerShell 
commands in Example 9 on page 53 to verify that the proper IP settings have been 
configured for all network interfaces.
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The next piece of preparing the infrastructure for S2D is to create the Windows Failover 
Cluster. Proceed to “Create failover cluster” for details.

Create failover cluster

Before creating the Failover Cluster, the two servers that will become nodes in the S2D 
cluster need to be identically configured. Running Windows Update on all cluster member 
servers at the same time ensures consistent OS patching between nodes. Once all servers 
are added to the Active Directory (AD) domain, the cluster validation process is executed and 
the cluster is created. Finally, a cluster witness is configured and specified.

Perform Windows Update and join AD domain

To ensure that the latest fixes and patches are applied to the operating system consistently on 
both servers, perform updating of the Windows Server components via Windows Update. It is 
a good idea to reboot each node after the final update is applied to ensure that all updates 
have been fully installed, regardless what Windows Update indicates.

Upon completing the Windows Update process, join each server node to the Windows AD 
domain. The PowerShell command shown in Example 10 can be used to accomplish this 
task. Make sure to edit the domain name before executing the command. You will be 
prompted for the local Administrator account credentials after executing the command.

Example 10   PowerShell command to add system to an Active Directory Domain

Add-Computer -DomainName "contoso61.local" -Restart

From this point forward, when working with cluster services be sure to log onto the systems 
with a Domain account and not the local Administrator account.

Cluster validation and creation

Next, we need to validate the components that are necessary to form the cluster. The 
PowerShell commands shown in Example 11 can be used to test and create the Failover 
Cluster. Again, make sure to modify parameters as required for your environment.

Example 11   PowerShell commands to test and create a failover cluster

Test-Cluster -Node S2D-Node01, S2D-Node02 -Include Inventory, Network, "Storage Spaces Direct", `
"System Configuration"

New-Cluster -Name S2D-Cluster -Node S2D-Node01, S2D-Node02 -StaticAddress 222.222.61.160 -NoStorage

Once the cluster is built, use the PowerShell command shown in Example 12 to query the 
health status of the cluster storage.

Note: The parameters you see in our examples from this point forward come from the first 
deployment scenario covered, which uses one of the Wired Network Modules in the 
SE350. Some details, such as the cluster IP address, do not relate to examples from the 
deployment scenario that uses the Wireless Network Module.
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Example 12   PowerShell command to check the status of cluster storage

Get-StorageSubSystem *S2D-Cluster

The Health Status should show “Healthy” and the Operational Status should show “OK” in the 
command output returned by PowerShell.

It is a good idea to specify cluster network names that make sense and will aid in 
troubleshooting later. To be consistent, we name our cluster networks after the interface 
names shown in the table in Figure 30 on page 33.

Figure 56 shows the cluster networks before updating them.

Figure 56   Original output of Get-ClusterNetwork command

Use the PowerShell commands shown in Example 13 to modify the cluster network names.

Example 13   PowerShell script to change cluster network names

# Update the cluster network names that were created by default
# First, look at what's there
Get-ClusterNetwork | ft Name, Role, Address
# Change the cluster network names so they are consistent with the individual nodes
(Get-ClusterNetwork -Name "Cluster Network 1").Name = "Storage1"
(Get-ClusterNetwork -Name "Cluster Network 2").Name = "Storage2"
(Get-ClusterNetwork -Name "Cluster Network 3").Name = "Host"
# Check to make sure the cluster network names were changed correctly
Get-ClusterNetwork | ft Name, Role, Address

Figure 57 on page 55 shows the cluster networks after updating them.

Figure 57   Output of Get-ClusterNetwork command after the network names have been updated

The updated cluster network names and roles should also be visible in Failover Cluster 
Manager. The Storage1 and Storage2 networks should show “Cluster Only” in the Cluster 
Use column and the Host network should show “Cluster and Client,” as shown in Figure 58.
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Figure 58   Failover Cluster Manager showing updated network names and proper cluster use of each

Cluster file share witness

For a two-node cluster, a cluster witness is required in order to withstand the failure of a 
single node. It is recommended to create a cluster file share witness. In addition to a typical 
file share witness established on an AD domain member server, it might be possible to create 
a file share witness using a USB thumb drive inserted into an external WiFi router used for 
this solution. More details can be found in “Using a USB thumb drive for witness”.

For an Azure Stack HCI cluster running Windows Server 2019, the Microsoft requirements for 
a file share witness are as follows:

� An SMB file share on any device that uses the SMB 2 or later protocol, including:

– Network-attached storage (NAS) devices

– Windows computers joined to a workgroup

– WiFi routers with locally-connected USB storage

� A local account on the device for authenticating the cluster

� If you're instead using Active Directory for authenticating the cluster with the file share, the 
Cluster Name Object (CNO) must have write permissions on the share, and the server 
must be in the same Active Directory forest as the cluster

� The file share has a minimum of 5 MB of free space
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Using a domain member server for witness
For information on how to create a cluster file share witness, read the Microsoft article, 
Configuring a File Share Witness on a Scale-Out File Server, available at:

https://blogs.msdn.microsoft.com/clustering/2014/03/31/configuring-a-file-share-wi
tness-on-a-scale-out-file-server/ 

Note: Make sure the file share for the cluster file share witness has the proper permissions for 
the CNO as in the example shown in Figure 59.

Figure 59   File share permissions granted to cluster CNO for witness

Once the cluster is operational and the file share witness has been established, it is time to 
enable and configure S2D. Refer to “Enable and configure Storage Spaces Direct” on 
page 60 for steps.

Using a USB thumb drive for witness
If using an external WiFi router that includes the capability to share a USB thumb drive as a 
network storage device, it might be possible to use this functionality to create a file share 
witness on a USB thumb drive inserted into the WiFi router.

Note that although it makes most sense to use a USB thumb drive file share witness when 
using the Wireless Network Module for ThinkAgile MX1021 solutions, this approach will work 
even if using a Wired Network Module in the solution. For example, if a wired connection is 
preferred for north-south traffic, using the 1GbE ports connected to Ethernet ports on an 
external WiFi router at the edge, a USB thumb drive hosted by the WiFi router could be used 
for the file share witness.

Using a NetGear Nighthawk R8000P WiFi router in our lab to verify the WiFi capabilities 
discussed in this document, we were able to configure a file share witness on a USB thumb 
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drive insered in the router. We provide the steps used in our lab to accomplish this, but since 
WiFi routers vary significantly, you will need to adjust accordingly.

1. Log in to the Wifi router that has a USB thumb drive inserted.

Figure 60   WiFi router UI showing the top level Home page

2. Click the ReadySHARE icon and then click Edit to configure a shared folder.

Figure 61   WiFi router UI showing ReadySHARE configuration area

3. Create a folder called “Witness” at the root of the the USB thumb drive and specify 
“Witness” as the Share Name. Once finished, click Apply.
58 Azure Stack HCI Deployment Guide for ThinkAgile MX1021 on SE350



Figure 62   WiFi router UI showing steps to create a shared folder on a USB thumb drive

4. Once configured, the Witness folder should be listed in the Available Network Folders 
table, as shown in Figure 63 on page 59.

Figure 63   WiFi router UI showing a shared folder configured to be used as a cluster witness

5. Once the shared folder has been created on the USB thumb drive, the following 
PowerShell command can be executed to create the file share witness and establish 
credentials for cluster access.

Example 14   PowerShell command used to establish the cluster quorum file share witness

Set-ClusterQuorum -FileShareWitness \\readyshare\Witness -Credential (Get-Credential)

6. The command will prompt for credentials to be used by the cluster for access to the share. 
Enter the local credentials used for the WiFi router to complete the process.
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Once the cluster is operational and the file share witness has been established, it is time to 
enable and configure S2D.

Enable and configure Storage Spaces Direct

Once the failover cluster has been created, PowerShell is used to enable and configure S2D. 
When S2D is initially enabled, it attempts to create storage tiers based on the storage device 
types it finds in the nodes. For HDD, SSD, and NVMe device types, this works well. If it finds 
only a single device type, it will generate a warning message stating that it cannot find a 
device type to use for cache.

Since ThinkAgile MX1021 on SE350 Certified Nodes support only a single device type, you 
will always see this warning message unless you specify the device model to use for cache 
using the “-CacheDeviceModel” parameter in the command. This only applies to SE350 
configurations that use two High Endurance NVMe devices to be used as the Cache Tier and 
four to six ‘normal’ NVMe devices to be used as the Capacity Tier. Therefore, the precise 
PowerShell command to use depends on whether your nodes are configured for two-tier use.

If all your storage devices are identical, run the PowerShell command in Example 15 to 
enable S2D on the cluster. You will see the warning message about cache devices described 
above.

Example 15   PowerShell command to enable Storage Spaces Direct with a single storage tier

Enable-ClusterStorageSpacesDirect -PoolFriendlyName S2DPool

If your SE350 servers are configured for a two-tier storage environment as described above, 
run the PowerShell command in Example 16 to enable S2D on the cluster. In this case, you 
should not see the warning message about cache devices.

Example 16   PowerShell command to enable Storage Spaces Direct with two storage tiers

Enable-ClusterStorageSpacesDirect -PoolFriendlyName S2DPool -CacheDeviceModel SSDPELKX650G8L

To check the default storage tiers that are created, run the command shown in Example 17.

Example 17   PowerShell command to check S2D storage tiers

Get-StorageTier | Format-Table FriendlyName, ResiliencySettingName

The results should be similar to those in our environment, shown in Figure 64 for a single-tier 
configuration. As volumes are created, they will show up in the output list, along with their 
resiliency setting. Note that for any single-tier configuration, such as the one we built in our 
lab, the default resiliency will be mirror. See “Create virtual disks” on page 64 for a discussion 
of creating storage tier templates and volumes that use them.

Note: The model shown in the command in Example 16 is currently the only high 
endurance NVMe device available for the SE350, so we provide the exact string for the 
command. If additional HE devices become available, make sure the device model 
specified in the command is correct.
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Figure 64   Results of Get-StorageTier command in our lab

Verify RDMA functionality

At this point we can also check to make sure RDMA is working. We provide two suggested 
approaches for this. First, Figure 65 shows a simple netstat command that can be used to 
verify that listeners are in place on port 445 (last two lines in the figure). This is the port 
typically used for SMB and the port specified when we created the network QoS policy for 
SMB Direct.

Figure 65   The netstat command can be used to confirm listeners configured for port 445

The second method for verifying that RDMA is configured and working properly is to use 
PerfMon to create an RDMA monitor. To do this, following these steps:

1. At the PowerShell or Command prompt, type perfmon and press Enter.

2. In the Performance Monitor window that opens, select Performance Monitor in the left 
pane and click the green plus sign (“+”) at the top of the right pane.
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Figure 66   Initial Performance Monitor window before configuration

3. In the Add Counters window that opens, select RDMA Activity in the upper left pane. In 
the Instances of selected object area in the lower left, choose the network interfaces that 
are used to carry RDMA (storage) traffic. If using a Wired Network Module, there will likely 
be only two instances shown, since they are the only interfaces that support RDMA. In our 
environment they are “Intel(R) Ethernet Connection X722 for 10GbE SFP+” and “Intel(R) 
Ethernet Connection X722 for 10GbE SFP+ #2” as shown in Figure 67.

If using the Wireless Network Module, you will also see “Intel(R) Ethernet Connection 
X722 for 10GbE backplane” (the Edge Network Board), but should not see any RDMA 
traffic on this device, since we disabled RDMA using the first command in Example 7 on 
page 51.

Once the instances are selected, click the Add button to move them to the Added counters 
pane on the right. Click OK.

Figure 67   The Add counters window for Performance Monitor
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4. Back in the Performance Monitor window, click the drop-down icon to the left of the green 
plus sign and choose Report.

Figure 68   Choose the “Report” format

5. This should show a report of RDMA activity for the 10GbE network interfaces. Here you 
can view key performance metrics for RDMA connections in your environment, as shown 
in Figure 69.

Figure 69   Key RDMA performance metrics

Now that RDMA functionality has been verified, we can finally create virtual disks so the 
solution can be used.
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Create virtual disks

After the S2D cluster is created, volumes (virtual disks) are created from the S2D pool based 
on your requirements. There are two volume types supported for a two-node S2D cluster, 
Two-way Mirroring and Nested Resiliency.

Table 4 shows the volume types supported by a two-node S2D cluster under Windows Server 
2019, along with several characteristics of each.

Table 4   Summary of characteristics associated with common storage volume types

Microsoft provides a good summary of how to plan for storage volumes and how to create 
them at the following URLs:

https://docs.microsoft.com/en-us/windows-server/storage/storage-spaces/plan-volumes

https://docs.microsoft.com/en-us/windows-server/storage/storage-spaces/nested-resiliency

https://docs.microsoft.com/en-us/windows-server/storage/storage-spaces/create-volumes

If you would like to create volumes that use nested resiliency, you will need to create at least 
one storage tier template to define the type of nesting. This is because nested resiliency can 
be based on mirror (nested mirroring) or parity (nested mirror-accelerated parity). Use the 
PowerShell commands in Example 18 to create a storage tier template. You only need to do 
this once, since each volume you create can reference a storage tier template.

Example 18   PowerShell commands to create storage tier templates

# For nested two-way mirroring
New-StorageTier -FriendlyName NestedMirror -StoragePoolFriendlyName S2D* -ResiliencySettingName Mirror `

-MediaType SSD -NumberOfDataCopies 4
# For nested mirror-accelerated parity
New-StorageTier -FriendlyName NestedParity -StoragePoolFriendlyName S2D* -ResiliencySettingName Parity `

-MediaType SSD -NumberOfDataCopies 2 -PhysicalDiskRedundancy 1 -NumberOfGroups 1 `
-FaultDomainAwareness StorageScaleUnit -ColumnIsolation PhysicalDisk

The PowerShell commands in the next tree examples can be used to create and configure 
virtual disks. Choose any or all types of volumes shown, adjusting the volume names and 
sizes to suit your needs.

Create a volume that uses two-way mirroring and is ReFS formatted by using the command in 
Example 19. The friendly name used for the volume is completely up to you. Some prefer 
simple sequential naming, such as “Volume01,” “Volume02,” and so on, while others prefer a 
friendly name that will make the volume type obvious, such as “Mirror.”

Example 19   PowerShell command to create a new volume that will use two-way mirroring

Two-way Mirroring Nested Resiliency

Optimized for Performance Availability

Resiliency Can tolerate loss of single 
drive or node

Can tolerate loss of two drives or one 
node and one drive 

Storage efficiency 50% 25% for nested mirroring or 35-40% 
for nested mirror-accelerated parity

File system ReFS or NTFS ReFS or NTFS

Number of nodes 2 2 (Windows Server 2019 only)
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New-Volume -FriendlyName "Mirror" -FileSystem CSVFS_ReFS -StoragePoolFriendlyName S2D* -Size 4TB

Create a volume that uses nested resiliency and is ReFS formatted by using the commands 
in Example 20. The first command creates a volume named “Nested-Mirror” that uses the 
nested two-way mirroring storage tier template created in Example 18. The second command 
creates a volume named “Nested-Parity” that uses the nested mirror-accelerated parity 
storage tier template created in Example 18. Remember to take into consideration the lower 
storage efficiency, which can be as low as 25%, required for nested resiliency volumes.

Example 20   PowerShell command to create a new volume that will use nested resiliency

New-Volume -FriendlyName "Nested-Mirror" -FileSystem CSVFS_ReFS -StoragePoolFriendlyName S2D* `
-StorageTierfriendlyNames NestedMirror -StorageTierSizes 2TB

New-Volume -FriendlyName "Nested-Parity" -FileSystem CSVFS_ReFS -StoragePoolFriendlyName S2D* `
-StorageTierfriendlyNames NestedMirror, NestedParity -StorageTierSizes 400GB, 1.6TB

Once S2D installation is complete and volumes have been created, the final step is to verify 
that there is fault tolerance in the storage environment. Example 21 shows the PowerShell 
command to verify the fault tolerance of the S2D storage pool.

Example 21   PowerShell command to determine S2D storage pool fault tolerance

Get-StoragePool –FriendlyName S2D* | Format-List FriendlyName, Size, FaultDomainAwarenessDefault

Figure 70 shows the output of the above command in our environment.

Figure 70   PowerShell query showing the fault domain awareness of the storage pool

To Query a virtual disk, use the command in Example 22. The command verifies the fault 
tolerance of a virtual disk (volume) in S2D. Make sure to replace “<VirtualDiskName>” with 
the friendly name of a virtual disk in your environment.

Example 22   PowerShell command to determine S2D virtual disk (volume) fault tolerance

Get-VirtualDisk –FriendlyName "<VirtualDiskName>" | Format-List FriendlyName, Size, FaultDomainAwareness

Figure 71 shows the output of the above command in our environment.

Figure 71   PowerShell query showing the fault domain awareness of the virtual disk

Over time, the storage pool may get unbalanced because of adding or removing physical 
disks or data written or deleted to the storage pool. In this case, use the PowerShell 
command shown in Example 23 to improve storage efficiency and performance.
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Example 23   PowerShell command to optimize the S2D storage pool

optimize-storagepool S2D*

Depending on the amount of data that needs to be moved around, the above command can 
take a significant length of time to complete.

Summary

This document has described the Lenovo ThinkAgile MX1021 on SE350 solution, as well as 
how to deploy Azure Stack HCI on the solution using two nodes that are connected directly to 
each other. The ThinkSystem SE350 is a purpose-built server that is half the width and 
significantly shorter than a traditional rack server, making it ideal for deployment in tight 
spaces. It can be mounted on a wall, stacked on a shelf or mounted in a rack. This makes it 
ideal for use at the edge, such as in remote office or branch office locations, as well as in 
geographically disbursed retail locations and similar environments where distributed 
high-capacity compute and storage processing can provide a competitive advantage.

The SE350 edge server offers unique capabilities not found in a typical rack server. This 
document has focused on the detailed steps for deploying a two-node direct-connected Azure 
Stack HCI solution using the ThinkSystem SE350 Edge server. We have discussed many of 
the unique characteristics of the SE350 and how they impact deployment choices and steps.

In addition to providing the steps required to use one of the Wired Network Modules available 
for the SE350, we have discussed the unique capabilities available using the Wireless 
Network Module. Using the Wireless Network Module allows for deployment of a two-node 
Azure Stack HCI cluster without any high-speed switches, as well as the ability to use an 
available WiFi network for north-south corporate traffic into and out of the cluster. Using this 
approach, the ThinkAgile MX1021 solution can be implemented at the edge, wherever a 
corporate WiFi network is available.
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Notices

Lenovo may not offer the products, services, or features discussed in this document in all countries. Consult 
your local Lenovo representative for information on the products and services currently available in your area. 
Any reference to a Lenovo product, program, or service is not intended to state or imply that only that Lenovo 
product, program, or service may be used. Any functionally equivalent product, program, or service that does 
not infringe any Lenovo intellectual property right may be used instead. However, it is the user's responsibility 
to evaluate and verify the operation of any other product, program, or service.

Lenovo may have patents or pending patent applications covering subject matter described in this document. 
The furnishing of this document does not give you any license to these patents. You can send license 
inquiries, in writing, to:

Lenovo (United States), Inc.
1009 Think Place - Building One
Morrisville, NC 27560
U.S.A.
Attention: Lenovo Director of Licensing

LENOVO PROVIDES THIS PUBLICATION “AS IS” WITHOUT WARRANTY OF ANY KIND, EITHER 
EXPRESS OR IMPLIED, INCLUDING, BUT NOT LIMITED TO, THE IMPLIED WARRANTIES OF 
NON-INFRINGEMENT, MERCHANTABILITY OR FITNESS FOR A PARTICULAR PURPOSE. Some 
jurisdictions do not allow disclaimer of express or implied warranties in certain transactions, therefore, this 
statement may not apply to you.

This information could include technical inaccuracies or typographical errors. Changes are periodically made 
to the information herein; these changes will be incorporated in new editions of the publication. Lenovo may 
make improvements and/or changes in the product(s) and/or the program(s) described in this publication at 
any time without notice.

The products described in this document are not intended for use in implantation or other life support 
applications where malfunction may result in injury or death to persons. The information contained in this 
document does not affect or change Lenovo product specifications or warranties. Nothing in this document 
shall operate as an express or implied license or indemnity under the intellectual property rights of Lenovo or 
third parties. All information contained in this document was obtained in specific environments and is 
presented as an illustration. The result obtained in other operating environments may vary.

Lenovo may use or distribute any of the information you supply in any way it believes appropriate without 
incurring any obligation to you.

Any references in this publication to non-Lenovo Web sites are provided for convenience only and do not in 
any manner serve as an endorsement of those Web sites. The materials at those Web sites are not part of the 
materials for this Lenovo product, and use of those Web sites is at your own risk.

Any performance data contained herein was determined in a controlled environment. Therefore, the result 
obtained in other operating environments may vary significantly. Some measurements may have been made 
on development-level systems and there is no guarantee that these measurements will be the same on 
generally available systems. Furthermore, some measurements may have been estimated through 
extrapolation. Actual results may vary. Users of this document should verify the applicable data for their 
specific environment.
© Copyright Lenovo 2021. All rights reserved.
Note to U.S. Government Users Restricted Rights -- Use, duplication or disclosure restricted by Global Services 
Administration (GSA) ADP Schedule Contract 66
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Trademarks

Lenovo and the Lenovo logo are trademarks or registered trademarks of Lenovo in the United States, other 
countries, or both. These and other Lenovo trademarked terms are marked on their first occurrence in this 
information with the appropriate symbol (® or ™), indicating US registered or common law trademarks owned 
by Lenovo at the time this information was published. Such trademarks may also be registered or common law 
trademarks in other countries. A current list of Lenovo trademarks is available from 
https://www.lenovo.com/us/en/legal/copytrade/.

The following terms are trademarks of Lenovo in the United States, other countries, or both: 

Lenovo®
Lenovo XClarity™

Lenovo(logo)®
ThinkAgile™

ThinkSystem™

The following terms are trademarks of other companies:

Intel, Xeon, and the Intel logo are trademarks or registered trademarks of Intel Corporation or its subsidiaries 
in the United States and other countries.

Active Directory, Azure, Hyper-V, Microsoft, PowerShell, Windows, Windows Server, and the Windows logo 
are trademarks of Microsoft Corporation in the United States, other countries, or both.

Other company, product, or service names may be trademarks or service marks of others. 
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